
User Guide for Scoring Rule in OYSTER  Version 2.0 
John R. Talburt  October 15 2018 

Frequency-based Weight Calculations  Page 1 of 27 

Introduction 

The scoring rule configuration in OYSTER was created to support probabilistic matching. The scoring rule 

setup requires more effort and analysis than using the OYSTER identity (Boolean) rules configuration. 

The scoring rule is similar to the Boolean rule in that you can specify a similarity function and optional 

data preparation function for comparing the values of identity attributes between two entity references. 

The primary difference is that instead of the similarity resulting in a True or False decision, the decision 

is whether the identity attribute values should be contribute an “agreement” or “disagreement” weight 

to an overall match score for the pair of references being compared.  

In the scoring rule, the agree and disagree decisions are both associated with a numerical value call a 

“weight”. Hence, for each identity attribute comparison there is an agreement weight and a 

disagreement weight. In some cases, there can also be a third weight called a “missing weight” to be 

used instead of the agreement or disagreement weight in the case either or both values of the identity 

attribute are missing. 

Depending upon the outcome of the comparison for each identity attribute, either the agreement 

weight, the disagreement weight, or the missing weight is added into a total score. The total score is 

then compared to a pre-defined “match score.” If the total score is greater than or equal to the match 

score, then the overall decision is to link the references, otherwise the references are not linked.  

An additional feature to support accuracy analysis is the ability to also specify an optional “review 

score.” If a review score is specified, then when the total score falls below the match score, but is 

greater than or equal to the review score, the pair of references and their total score are written to a 

“clerical review” file for post-processing analysis. 
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Configuration of Scoring Rule in OYSTER 

Just as with the Boolean identity rules, the scoring rule is configured using XML elements in the OYSTER 

Attributes Script. Figure 1 shows an example of a scoring defined on three identity attributes 

“StudentFirst”, “StudentLast”, and “StudentDOB”.  

<OysterAttributes> 

 <Attribute Item="StudentFirst" /> 

 <Attribute Item="StudentLast" /> 

 <Attribute Item="StudentDOB"/> 

 <ScoringRule Ident=”Example1” MatchScore=”600” ReviewScore=”600”> 

  <Term Item="StudentFirst" Similarity=”NickNameOrExact” 

   DataPrep="Scan(LR, Letter, 0, ToUpper, SameOrder)" 

   AgreeWgt=”300” WgtTable=”C:\Ex1SFirst.txt” DisagreeWgt=”-20” /> 

  <Term Item="StudentLast" Similarity=”Soundex” 

   AgreeWgt=”300” WgtTable=”C:\Ex1SLast.txt” DisagreeWgt=”-30” /> 

  <Term Item="StudentDOB" Similarity=”Exact” 

   DataPrep="Scan(LR, Digit, 0, ToUpper, SameOrder)" 

   AgreeWgt=”50” DisagreeWgt=”-30” Missing=”0”/> 

 </ScoringRule> 

</OysterAttributes> 

Figure 1: Example Scoring Rule Configuration in OYSTER 

The example in Figure 1 shows how agreement weights can be associated with identity attributes at 

both the attribute level or at the value level. For example, the rule term for the identity attribute 

StudentDOB only defines weights at the attribute level. When two dates-of-birth are compared, if they 

agree, there is a fixed agreement weight of “50”, if they disagree there is a fixed disagreement weight of 

“-30”, and if either or both dates are missing a weight of “0”. The same weights apply regardless of the 

actual date-of-birth value. 

On the other hand, the identity attribute StudentFirst references the weight table “Ex1SFirst.txt” in the 

first rule <term>, and StudentLast reference the weight table “Ex1SLast.txt” in the second rule <term>. 

The weight table contains a set of key value pairs. The key is an attribute value, and the value is the 

corresponding agreement weight. In the table, these values are separated by a single tab character.  

An important note about the use of weight tables. The lookup key for the table will be the output of the 

DataPrep function. If a DataPrep function is not used, then the lookup key will be the attribute value 

from the input file, but ignoring case. Note in Figure 1 the Similarity is by SOUNDEX, but there is no 

DataPrep function. This means if the two values being compared are “John” and “Jon” they will agree by 

SOUNDEX, but the lookup keys for the table will be either “JOHN” or “JON”. A better configuration for 

this term would be to have DataPrep=”SOUNDEX” and Similarity=”EXACT”. In this way, the lookup key 

for the weight table would be “J500” the SOUNDEX hash for both “John” and “Jon” and the table would 

only need one entry for “J500”. In configuration given, you would need both “JOHN” and “JON” in the 

weight table to obtain consistent results. 
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Weight Table Logic 

To properly use the Scoring Rule, it is important to fully understand the details of the logic used to 

determine the agreement or disagreement weight added to the overall match score. This is especially 

true when the weight used by the rule term when a weight table is given. Two very important rules to 

remember are 

Rule 1: The agreement or disagreement is determined by the SIMILARITY function 

Rule 2: If a weight table is used AND if 

Rule 2A: DataPrep IS NOT USED, then the system will use the value of the attribute from the input 

file to look up the weight. However, the weight lookup is NOT CASE SENSITIVE. If the weight table 

key is “MAX” and the input source has “Max”, then the system will still find “MAX” in the weight 

table and assign it the proper agreement weight. 

Rule 2B: DataPrep IS USED, the system will use the DataPrep value as the lookup value for the 

weight table. So if the input value is “John” and the DataPrep is SOUNDEX, then the system will try 

to lookup “J500” the SOUNDEX has of “John” in the table. On the other hand, if DataPrep is 

SCAN(Letters to uppercase), then the system would try to lookup “JOHN” in the weight table. 

Examples: 

Suppose the two values for Fname being compared are “John” and “Jon” 

Example 1: 

<Term Item = Fname Similarity=”Exact” AgreeWgt=”10” Disagree=”-5” WgtTable=”MyTable”/> 

Because “John” and “Jon” disagree by Exact match, then the rule will use the overall disagreement 

weight of “-5”. 

Example 2 

<Term Item = Fname Similarity=”SOUNDEX” AgreeWgt=”10” Disagree=”-5” WgtTable=”MyTable”/> 

Because “John” and “Jon” agree by Soundex and because DataPrep is not used, then the rule will try 

to look up both source values, “John” and “Jon”, in the weight table. 

Case 1: Neither “John” or “Jon” is found in the table, then the rule will select the overall 

agreement weight of “10”. 

Case 2: One of the names is in the table, but the other name is not, then the rule will use the 

agreement weight for the name found in the table. 

Case 3: Both “John” and “Jon” are found in the table, then the rule will use the minimum of the 

two weights found in the table. 

Example 3: 

<Term Item = Fname DataPrep=”SOUNDEX” Similarity=”Exact” AgreeWgt=”10” Disagree=”-5” 

WgtTable=”MyTable”/> 

“John” and “Jon” are first converted to the SOUNDEX hash “J500”. Because both generate the same 

SOUNDEX hash, the Exact match is true.  Because DataPrep is used, the system will lookup “J500” in 

the weight table. If “J500” is found in the weight table, then the agreement weight from the table is 

selected. If “J500” is not found in the weight table, then the overall agreement weight of “10” is 
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selected. If you plan to use SOUNDEX or some other hash value for agreement, then the 

recommended configuration to use the hash function for DataPrep and EXACT for the Similarity. 

The “Bootstrap” Method for Creating a Scoring Rule 

In theory, the weights used in a scoring rule should be calculated from a truth set, i.e. a large sample of 

the reference for which the true linking (equivalent references) is known. However, because one rarely 

has this information, an alternative is to use the linking results from another entity resolution process as 

a surrogate for equivalence. This method is called “bootstrapping.” Bootstrapping is easy to do with 

OYSTER because it will run both Boolean and Scoring rules.  

There are several tasks required to bootstrap your scoring rule. These are: 

1) Selecting the identity attributes to use in the scoring rule 

2) Linking records into cluster with a set of Boolean Rules 

3) Join the Link Index output of the Booleans to the Input References to create a weight analysis file 

4) Calculating the scoring weights. This can be done at two levels 

a) At the attribute level with only one agreement and disagreement weight per identity attribute 

b) At the value-level with a table of agreement weights for high-frequency identity attribute 

values. 

c) These two levels can be mixed, i.e. some identity attributes can be given a table of value-level 

weights while other attributes in the same rule can be given attribute-level weights. 

5) Constructing the OYSTER Scoring Rule 

6) Setting the Match Score (Match Threshold) and Review Score 

7) Indexing the Scoring Rule 

8) Assessing performance and adjusting the Match Score 

9) (Optional) Iterative weight convergence 

1. Selecting Identity Attributes 

1.1. The first step in selecting identity attributes is to profile the data using DataFlux, DQ Analyzer, 

Talend, Google Refine, or some other data analysis tool.  

1.2. The primary candidates for identity attributes are those that have a high completeness and 

high uniqueness score. Attributes with low completeness or low uniqueness can be used as 

secondary identity attribute to support the primary attributes. 

1.3. The accuracy of the scoring rule is lower when the sources has a high levels of inconsistent 

value representations (misspellings, aliases, etc.) and missing values. Also be sure to watch for 

placeholder values. These can bias the weight calculations. 

1.4. The best candidates for value-level weights are identity attributes with an uneven distribution 

of the value frequencies, e.g. like names where several have high frequencies and many other 

have low frequencies. Attributes with evenly distributed values are best assigned only 

attribute-level weights 

2. Linking the Records Using Boolean Rules 

2.1. Using the selected identity attributes, design a reasonable set of Boolean rules for linking the 

data. 
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2.2. Run OYSTER to link the data and save the Link Index (.link) file for use in the next step. If you 

plan to calculate your own weights instead of using the OYSTER Weight Calculator, you will also 

need to save the Cluster Profile from the .log file. 

3. Joining the Link Index to the Reference Input 

3.1. When you run OYSTER, the primary output is the Link Index file with the .link file extension. This 

is a tab delimited text file with 3 columns. The first column is the record identifier, the second 

column is the OYSTER Link Identifier, and the third column is the rule identifier. 

3.2. In order to do the weight calculations, we need both the attribute values from the input file and 

the OYSTER Link Identifiers on the same record. In order to do this, we have to join the original 

input file with the Link Index file and create a new file where each records has both the original 

attribute values and the OYSTER Link Identifiers. This new file is the Weight Analysis file. 

3.3. The join operation to create the Weight Analysis file can be done using MS Excel, MS Access, 

MySQL, or any other database application you feel comfortable using. 

3.4. Requirements for the content of the Weight Analysis File are 

3.4.1. It should be a columnar text file where the records are separated by a single character 

delimiter such as comma, tab, or pipe character. Tab or pipe is recommended in case some 

of your values happen to contain a comma. 

3.4.2. The first line of the file should be a header row with a description of each column 

3.4.3. Next, there should be one line in the Weight Analysis File for every record in your input 

file. 

3.4.3.1. The first value in each line should be Record Identifier from the input file 

3.4.3.2. Following the Record Identifier, you should have the values for the attributes 

you plan to use as identity attributes in the scoring rule. These value should be 

separated by the delimiter you chose in Step 1 

3.4.3.3. After the attribute values, each line of the output should have the OYSTER Link 

Identifier (OYSTER ID) assigned to the input record in the Link Index file. 

Example Weight Analysis File 

Suppose the input file has four attributes: Record identifier, First Name, Last Name, and Phone 

Number with the following four rows of tab separated values 

RecID First Last Phone 
R1 John Doe 56456 
R2 Mary Smith 32156 
R3 Nancy Jones 46548 
R4 Jon Doe 56456 
And suppose after running OYSTER, the Link Index file contains 

S.R1 4hisp9w [@] 
S.R2 n38nrliiu {@] 
S.R3 3hfiulsh9 [@] 
S.R4 4hisp9w [1] 

The next step will be to join these files to create the Weight Analysis File. Note that in the Link 

Index, OYSTER appends a source identifier to the front of the Record Identifier. For example, 

“R1” becomes “S.R1” is “S” is the source identifier given in the Source Descriptor. If you are 
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copy/pasting into a spread sheet this will not be a problem, because both will sort in the same 

order. If you use a database like Access, then you will have to do some text manipulation to 

remove the source prefix from the Link Index or add the source identifier to the input so that 

both values will be the same. 

For this example, we will use all three attributes: First, Last, and Phone, in the scoring rule. The 

rule column from the Link Index file is not needed and was omitted. The final Weight Analysis 

File appears as follows: 

First Last Phone OID 
John Doe 56456 4hisp9w 
Mary Smith 32156 n38nrliiu 
Nancy Jones 46548 3hfiulsh9 
Jon Doe 56456 4hisp9w 

4. Calculating Weights 

4.1. If you want to go through the exercise of calculating the weight on your own, follow the 

instructions given in Appendix A to process the Weight Analysis File. There is also an example of 

these calculations in Appendix B. 

4.2. The following are the instructions for using the OYSTER Weight Calculator for generating 

weights from the Weight Analysis File. 

4.2.1. Put the following URL in your browser https://yxye1.shinyapps.io/shinyapp/ 

4.2.2. Step 1: Upload the input file 

 
4.2.3. Step 2: Select separator of the input file. (Comma delimited, Semicolon 

delimited, Tab delimited, or Pipe delimited) 

https://yxye1.shinyapps.io/shinyapp/


User Guide for Scoring Rule in OYSTER  Version 2.0 
John R. Talburt  October 15 2018 

Frequency-based Weight Calculations  Page 7 of 27 

 

4.2.4. Step 3: Select the unique record identifier (ex: RecID) 

 

4.2.5. Step 4: Select the link identifier (ex: OysterID) 
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4.2.6. Step 5: Select the attribute which you want to calculate the weight (ex: 

fname, lname) 
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4.2.7. Step 6: Select the data type of the attribute 

 

4.2.8. Step 7: Select the type of agreement (EXACT or SOUNDEX) 
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4.2.9. Step 8: Select either high-frequency weight table or low-frequency weight 

table. 

 

4.2.10. Step 9: Select the percentage of high frequency values to include in to weight 

table. 
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4.2.11. Step 10: Select weight calculation methods (Scaled Weight calculation 

currently not available) 

 

4.2.12. Output of weight calculator: 

4.2.13. Case 1: If you enter 0 for percentage of frequency values include in a weight 

table. The output will show two tables.  

4.2.13.1. The first table shows two value. The first value is the standard 

deviation of selected attribute’s frequency. The second one is the ratio 

between the highest frequency value and total number of unique values.  

4.2.13.2. The second table shows the overall agreement weight and the overall 

disagreement weight. 

 

4.2.14. Case 2: If you enter any number other than 0 for percentage of frequency 

values include in a weight table. The output will show four tables. 

4.2.14.1. The first table is the same as Case 1 which shows two value. The first 

value is the standard deviation of selected attribute’s frequency. The 
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second one is the ratio between the highest frequency value and total 

number of unique values.  

4.2.14.2. The second table shows the overall remaining dataset agreement 

weight and the overall disagreement weight. 

4.2.14.3. The third table shows the missing value weight. If there is no missing 

value in the selected attribute, the table will shown as blank. 

4.2.14.4. The forth table shows the top frequency values and each of their 

agreement weight, disagreement weight.  

 

5. Constructing the Scoring Rule in OYSTER 

5.1. Following the same example as show in Figure 1, each one of the attributes from the Weight 

Analysis File will used to define a <Term> in the Scoring Rule. The attribute name will be the 

value for Name in the <Term> 

5.2. For each <Term>, define a DataPrep and Similarity function in alignment with the DataPrep and 

Similarity functions used in the Boolean rules. Important to Remember: Similarity determines 

agreement, and DataPrep determines the weight table lookup key as described in the section 

on Weight Table Logic. 

5.3. If a Scoring Rule term defines only attribute-level weights, then the AgreeWgt should be set to 

the overall agreement weight as calculated in the previous section. Similarly, the DisagreeWgt 

should be set to the overall disagreement weight for the attribute. A <Term> can also define an 

optional Missing weight. The Missing weight is added to the overall score instead of the 

AgreeWgt or DisagreeWgt whenever one or both of the values being compared are missing. 

The missing weight is typically set to zero. If no Missing weight value is given, then the 

DisagreeWgt value will be used if either or both values of the attribute are missing. 

5.4. If a scoring rule term uses value-level weights, then the AgreeWgt should be set to the overall, 

scaled agreement weight given by the calculator.  

5.5. In addition, a <Term> using value-level weights must use the WgtTable attribute to define a 

path to the text file containing the agreement weights to be used for the frequent values. The 

weight table is very simple. It does not contain a header row. Each row should only have an 
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attribute value followed by only ONE tab character followed by the agreement weight given by 

the weight calculator.  

5.6. In addition to setting the parameters for each term, the MatchScore must be set a Scoring Rule 

level, and if desired, a ReviewScore. If the ReviewScore is not given, then no clerical review 

report will be produced. If the ReviewScore is given, be sure it is not set too low. If too many 

pairs qualify for clerical review, it will slow down the running of OYSTER because of all the 

printing required to produce the clerical review report. The goal is to only review pairs of 

records scoring close to the value of the MatchScore. 

6. Setting the Match Score (Match Threshold) and Review Score 

6.1. The final parameters needed to create a complete scoring rule are the Match Score and an 

optional Review Score. 

6.2. When two reference are compared using the Scoring Rule, each pair of corresponding identity 

attributes is compared. If the attribute values agree, then either the default agreement weight 

or an agreement weight from a value-weight table is added to the total match score. If the 

attribute values disagree, then the default disagreement score is added to the total. The total 

score must be higher than the Match Score for these reference to be linked. As the match score 

increases, it tends to increase precision, but lower recall. Conversely, as the match score is 

lowered, it tends to decrease precision and increase recall. At the extremes, if the match score 

is set so high that no pair of records can be linked, the precision will be 100% but the recall will 

be 0%. Conversely, if the match score is set so low that all records are linked, the precision will 

be 0% and the recall will be 100%. In both cases, the F-measure will be 0.0. The goal is to find a 

match score that balances precision and recall and gives the highest F-score. 

6.3. The review score is an optional value used create a clerical review report. To create the report, 

the Review Score must be set to a value lower than the Match Score. When the total score for a 

pair of records is below the Match Score, but greater than or equal to the Review Score, then 

OYSTER writes the information from the two records along with its score to a Clerical Review 

Report. This allows the user to examine pairs of record that scored close to the Match Score 

and possible give evidence for lowering the Match Score. 

6.4. There is no formula for setting the Match Score. It typically adjusted by trial and error. To find a 

good starting value for the match score, do the following.  

6.4.1. Review the output of the Boolean rule process and select a cluster containing several 

records. 

6.4.2. Extract these records from the source file to create a new file containing only the records 

from one cluster. 

6.4.3. Construct an OYSTER Scoring Rule as described in the previous section using calculated 

weights. At the Rule Level, set the MatchScore value of the rule to be very high, higher 

than any possible score generated by the Scoring Rule, and the ReviewScore value of the 

rule to very low. Also, do not include an Index. This will cause every pair of records in the 

input to be compared, scored and written to the Clerical Review Report. The minimum of 

all scores in the report can be used as the starting MatchScore value. The reasoning is as 

follows: If the Boolean Rules linked these records into a single cluster, then the Scoring 

Rule MatchScore should be set so it will also link the same records. For an even better 

estimate, repeat the same process for other clusters in the Boolean Link Index output. Set 
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the initial MatchScore to the minimum score found over all of the clusters tested in this 

way. However, be sure you only input one cluster at a time, otherwise you will generate 

scores for pairs of records not linked (matched) in the starting Boolean Rule process. 

6.4.4. The only flaw in this process is that not every pair of records in a cluster necessarily match. 

Some records come into the cluster through transitive closure. So even if a cluster contains 

records A, B, and C. It may be because A matched with B, and B matched with C, while it 

may not be true that A matched with C. Therefore, setting the MatchScore by taking the 

minimum score of all pairwise comparisons in a Boolean cluster may be setting the value 

too low, i.e. low enough to cause A and C to match, even though they did not actually 

match by the Boolean rules. 

7. Indexing the Scoring Rule 

7.1. The Scoring Rule must have an index when the reference source has more than a few hundred 

records in it. Otherwise the run time will be unacceptable. The problem is that aligning the 

indices to a Scoring Rule is more complicated than aligning indices to a Boolean Rule. For 

Boolean rules, you can inspect each rule (AND clause), and as long as the rule uses at least one 

hash function comparator, then it is possible to design an index in alignment with the rule. 

7.2. For the Scoring Rule, this analysis is more difficult, especially if the it is using value-level 

weights. It is hard to know which combinations of agreement and disagreement will reach the 

Match Score value. By its design, the Scoring Rule may be able to reach the match score by 

many different combinations of attributes. For example, a Boolean Rule may require a match 

on First Name, Last Name, and date-of-birth. Such a rule requires all three values to be present 

and to agree. On the other hand, a Scoring Rule may be designed so that agreement on 

uncommon (high-weight) First and Last Names gives a sufficient score to match, especially if 

the date-of-birth is missing. In the case of the Boolean Rule, it would be safe to index on First, 

Last, and Data-of-Birth. But if you use the same index for the Scoring Rule, it would find some 

match candidates, but not those with a missing Date-of-Birth. 

7.3. In general, indices for Scoring Rules are less precise than for Boolean Rules. Rather than a single 

index on First+Last+DOB, you might instead have an index for First, and index for Last, and an 

index for DOB. The down side is that the overall index will be larger, cause more comparisons, 

and slower performance. 

7.4. One method for designing the indices for Scoring Rules is as follows: 

7.4.1. If the Scoring Rule has N <Term> elements, generate all possible combinations of 

agreement and disagreement weights as N dimensional vectors of ordered pairs. The 

ordered pair for each dimension would represent a combination of Agree or Disagree 

together with the corresponding weight. For example, if there are three <Term> elements, 

the vectors would look like [(A, 120), (D, -30), (A, 50)] where (A, 120) represents 

agreement on the first <Term> with a score of 120, (D, -30) represents a disagreement on 

the second <Term> with a score of -30, and (A, 50) agreement on the third <Term> with a 

score of 50. As you can see, there can be a great many of these vectors when there are 

value-level weights. For example, if the first <Term> has a table of 20 value agreement 

weights, plus the default agreement, default disagreement, and missing weights. This 

would be a total of 23 possible weights for the first <Term>. If these second <Term> has 32 
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weights, and the third <Term> has 3 weight, then there are 23 x 32 x 3 = 2,208 possible 

weight vectors. 

7.4.2. Next, compute the total score (Sum of the weights) for each vector, but keep only those 

vectors where the total score is above the Match Score. 

7.4.3. Classify the remaining vectors (those scoring above the Match Score) into 2N categories 

according to agreement/disagreement patterns. In the case N=3 as in the previous 

example, then there would be 23=8 pattern categories: “DDD”, “DDA”, “DAD”, “DAA”, 

“ADD”, “ADA”, “AAD”, and “AAA”. Assume the total score of 140 for the vector [(A, 120), 

(D, -30), (A, 50)] cited previously reaches the Match Score. If so, then this vector would be 

classified into category “ADA” because it Agrees on first <Term>, Disagrees on second 

<Term>, and Agrees on third <Term>. Continuing to following the previous example, 

suppose that after classifying all of the surviving vectors, they all fall into the classifications 

“AAD”, “DAA”, or “AAA”. Based on this, you could potentially design two indices to 

support the Scoring Rule. One index being a combination of the first and second <Term> 

elements and the second index a combination of the second and third <Term> elements. 

From an indexing standpoint, the pattern “AAA” is redundant to the first two patterns of 

“AAD” and “DAA”, i.e. any candidate returned by indexing on all three <Term> elements 

would also be returned by indexing on two <Term> elements. However, the index solution 

just described will only work if the all three of the <Term> elements use a hash function 

similarity such as SOUNDEX or SCAN(). If say the second <Term> were to use Levenshtein 

Edit distance (LED), then you would be left with the option only indexing on the first and 

third terms separately because there is not index hash function corresponding to LED.  

8. Assessing performance and adjusting the Match Score 

8.1. If you are using one of the synthetic test sets, List A, List B, or List C, then assessing results is 

easy. Just use the ER-Metric program to generate Precision, Recall, and F-Score using the Truth 

Set. Otherwise it is more difficult. Even if you are using a different dataset, you can still assess 

scoring rule performance in two ways. 

8.2. You can use the Review Score setting to generate the Clerical Review Report. This will let you 

examine “near” matches and decide is you need to lower the Match Score. However, this 

approach does not show you possible false positive linking of pairs above the Match Score. 

8.3. Another is to use the ER-Metric program to compare two ER outputs. For example, compare 

the initial Boolean rule result to the first Scoring Rule result. Because neither output is the 

“actual truth”, the precision and recall number will not be meaningful. However, the new 

version of the ER-Metrics program will give you false positive and false negative output. Again, 

these are not necessarily actual false positive and false negative, but they do represent 

differences in linking. It will be up to you to review these differences and to decide if the 

differences are better worse. 

9. Iterative weight convergence 

9.1. It is possible to improve your weights by repeating the process given here except instead of 

using the Link Index from the Boolean rules, use the Link Index from your first Scoring Rule. 

9.2. This will give you a new set of weight that can perform better than the first set of weights. 
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9.3. This process can be repeated, but will soon converge on a fixed set of weights, and repeating 

the process will not improve the results. 
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APPENDIX A: The Steps for Calculating Value-Level Weights 

In order to calculate weights, you must have some sample of the references for which you know the 

correct linkage, i.e. which references are actually equivalent. Because the correct linkage is what you are 

trying to find, you usually do not have this information in advance except for a small sample of the 

references. An alternative is to “bootstrap” the weight calculation by using the linking from another 

entity resolution process as a surrogate for the truth. This can easily be done in OYSTER by first creating 

a set of Boolean match rules, running the input file, and using the Link Index output as your “truth” 

annotation.  

In either case, the following instructions will be the same whether you are starting from the “true” 

clusters of some sample truth set or from the “Boolean” clusters from an OYSTER run. The wording in 

the following instructions assumes have already run OYSTER with a set of Boolean rules and have the 

needed outputs including the log file and the Link Index file. All of the calculations can be done in an 

Excel spreadsheet (although you may want to use MS Access or MySQL to perform the join) or by usiing 

the OYSTER Weight Calculator. 

1. From cluster profile in the OYSTER log file, calculate the total number of equivalent pairs and total 

number of non-equivalent pairs. 

1.1. This is done by taking each line of the cluster profile and calculating the number of pairs based 

on the cluster size. For example, if the profile has 8 clusters of size 5, then each cluster of size 5 

represents (5x (5-1)/2 = 10 equivalent pairs 

1.2. Next multiple the number of pairs in each cluster by the number of clusters. For example, if 

there are 10 cluster of size 5, then 8 x 10 = 80 equivalent pairs 

1.3. Sum these count for each line in the cluster profile to get the total number of equivalent pairs. 

Let E represent this number. 

1.4. Calculate the total number of possible pair by taking the file size (total number of records) N 

and calculating N x (N-1)/2. Let T represent this number. For example, if the file contains 100 

records, the T = 100x99/2 = 4,950 pairs 

1.5. Calculate the total number of non-equivalent pairs by subtracting the total number of 

equivalent pairs found from the cluster profile from the total number of possible pairs. Let U 

represent this number, i.e. U = T – E. 

2. Next, join the Link File back to the source data by record identifier. This will create a new file called 

the weight analysis table. Each row of the weight analysis table should have a column for the 

2.1. Record identifier 

2.2. OYSTER identifier 

2.3. And the value of each identity attribute in the record 

3. Select the first identity attribute to process 

4. Create a new column in the weight analysis table to hold the standardized value of the first 

attribute. Standardization is the process of removing variation from the values of the selected 

attribute. At a minimum you should convert all names to upper case letters so that "ANN" and "Ann" 

will come together. If you want to remove even more variation, you could replace the name with 

the SOUNDEX code, NYSIIS, or other phonetic hash codes. If you are planning to use a weight table, 

please read the previous section on Weight Table Logic. The setup of your weight table depends 

upon whether you use SOUNDEX for DataPrep or for Similarity. For example, SOUNDEX would make 

"ANN" and "ANNE" group together. If you used SOUNDEX for the Similarity, then you still have to 
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keep the original name value together with its standardized or hashed value to populate the weight 

table. In the current implementation of the Scoring rule, if you use DataPrep, it looks up the 

DataPrep value in the Table, but if you don’t use DataPrep it looks up the source value while 

ignoring case. So if you are calculating value-level weights using SOUNDEX or some other hash, it will 

be simpler if you should put the hash function as the DataPrep and populate the weight table with 

hash values. 

5. Be sure to put the standardized value in a new column and keep the original value of the first 

attribute. For example, if the original value of the First Name identity attribute in record “A121” is 

“Ann”, and the standardized value is “ANN”, then the row of the analysis table for record “A121” 

should have both the value “Ann” and the value “ANN”. If the standardized value was by SOUNDEX, 

then it should have both “Ann” and its SOUNDEX value “A500”. 

6. After creating the column of standardized values for the attribute in the weight analysis table, do a 

primary sort of the table by the standardized value of the attribute, and a secondary sort by the 

OYSTER identifier. This will give you groups of consecutive rows with the same standardized value, 

and at least one subgroups with the same OYSTER identifier. If it only has one subgroup, then the 

group and subgroup are the same. 

7. For the first subgroup, count the number of records having the same standardized value and same 

OYSTER identifier. Call this number A1V1N1 for Column 1, Value 1, Number of rows in Subgroup 1.  

8. Now, calculate the number of equivalent pairs agreeing on standardized value V1 for this subgroup. 

Call this number C1V1E1 meaning Column 1, Value 1, Equivalent pairs in Subgroup 1. A1V1E1 is 

calculated by A1V1E1 = A1V1N1 x (A1V1N1-1)/2 

9. If there is more than one subgroup for standardized value V1, repeat this calculation for each 

subgroup of V1. If there is a second subgroup, then C1V1N2 would represent Value 1, Number of 

rows in Subgroup 2. The second subgroup would contribute another  

C1V1E2 = C1V1N2 x (C1V1N2-1)/2 equivalent pairs agreeing on V1. 

10. Calculate the total number of equivalent pairs agreeing on V1 (call this number C1V1E) by summing 

the equivalent pairs for all subgroups, i.e.  

C1V1E = C1V1E1 + C1V1E2 + …. 

11. Next calculate the total number of pairs agreeing on the first standardized value V1 in Column 1 by 

counting the number of rows having the same standardized value V1. Call this value C1V1N. Note 

V1N should be the same as the sum of count of each subgroup, i.e. 

C1V1N = C1V1N1 + C1V1N2 + … 

The total pairs agreeing on V1 (call this C1V1A) is calculated by  

C1V1A = C1V1N x (C1V1N-1)/2. 

12. Next calculate the number of non-equivalent pairs agreeing on value V1 (call this value C1V1U). This 

number is calculated by C1V1U = C1V1A – C1V1E. For example, suppose C1 is the first name 

attribute, and if C1V1 is the standardized value “JOHN” and there are 5 records with this values that 

standardize to “JOHN” such as “John” or other variations. Suppose there are 2 subgroups of this 

value. The first subgroup of 3 records has the same OYSTER identifier and the second subgroup has 

2 records with another OYSTER identifier.  

Then C1V1E1 = 3 x (3-1)/2 = 3 and C1V1E2 = 2 x (2-1)/2 = 1, so that  

C1V1E = 3 + 1 = 4. 

C1V1A = 5 x (5 -1)/2 = 10,  and 

C1V1U = C1V1A – C1V1E = 10 – 4 = 6. 
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13. The next steps depend on whether you are calculating the weight at the attribute level or at the 

value level for this identity attributes. 

14. If you are calculating the weights at the value level, then you must next decide if this value (V1) is 

one of the values of the attribute for which you want to calculate an individual weight. Typically, we 

only calculate the weights for the most frequently occurring values of an attribute. This is best 

determined by doing a frequency profile of the standardized value column of the analysis table. 

From the frequency analysis you can choose how many of the highest frequency values you want to 

calculate weights for. This could be the top 10% or 20% of the most frequent values.  

15. If this attribute has been selected for value-level weight calculation, and if V1 is one the high 

frequency values selected for a weight in Column 1, then the agreement weight for V1 is calculated 

by 

Agreement Weight for V1 = log2{(C1V1E/E) x (U/C1V1U)}, however, if either of these fractions has a 

zero numerator or denominator, then the fraction should be replaced by a very small positive 

number, e.g. 0.000001. Even though it is possible to calculate a disagreement weight for V1, OYSTER 

is current setup to only use the agreement weight in the weight table. If a Disagreement Weight for 

V1 were to be calculated, it would be calculated as  

Disagreement Weight for V1 = log2{(1 – (C1V1E/E)) x (U/(1 – C1V1U))}, again using the small value in 

place of any fraction with a zero numerator or denominator. 

16. Regardless of whether the first attribute C1 has been selected for attribute-level or value-level 

weights, we need to make some other calculations for the entire attribute. The first is the attribute’s 

overall disagreement weight D. This is done by repeating the previous steps for all of the values of 

the attributes. In particular, we need to  

Sum all pairs agreeing on the values of C1, as C1A = C1V1A + C1V2A + …  

Sum all equivalent pairs agreeing on the values of C1, as C1E = C1V1E + C1V2E + … 

Calculate the number of non-equivalent pairs agreeing on the values of C1, as C1U = C1A – C1E 

Then the Disagreement Weight for C1 = log2{(1 – (C1E/E)) x (U/(1 - C1U))} 

17. The agreement weight for C1 will depend upon whether it will have value-level weights or only a 

single attribute-level agreement weights. If there is only one agreement weight for the entire 

attribute C1, then it is calculated as 

Agreement Weight for C1 = log2{(C1E/E) x (U/(C1U)} using the same numbers and described above. 

However, in the case of value-level weights, then the formula is the same, but the values of C1E and 

C1U should only be the sum of the pair counts for the values not used for individual weight 

calculations. In other words, C1A = C1VxA + C1VyA + … where Vx is a value of C1 not given an 

individual weight, and Vy is a value of C1 not given an individual weight and so on. Another way to 

look at this is to think of removing the frequent values from the weight analysis table and calculating 

the overall agreement weight for the remaining values. 

18. The same process described above is repeated for every identity attribute. 

19. Appendix B given an example of these calculations for a small data set with one identity attribute. 
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APPENDIX B: Example of Value-Level Weight Calculations 

Table 1 is an example of 25 references where ach reference has 3 attributes 

1. Record Identifier 

2. First Name Value 

3. Cluster Identifier assumed to represent the truth (equivalence) 

RecID Name ClusterID 

A001 James ZY1 

A002 Mary KF6 

A003 Bill TK8 

A004 Jim ZY1 

A005 William DR4 

A006 William TK8 

A007 Mary KF6 

A008 James WD5 

A009 Harry NJ8 

A010 Marie KF6 

A011 James WD5 

A012 Bill DR4 

A013 Harold NJ8 

A014 Mary KF6 

A015 Jim WD5 

A016 James ZY1 

A017 Mary KF6 

A018 Marie MF2 

A019 William TK8 

A020 Bill DR4 

A021 James WD5 

A022 Marie MF2 

A023 William TK8 

A024 James WD5 

A025 James ZY1 

Table 1: All References in RecID order 
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Step 1: Calculate the number of equivalent pairs 

To do this, sort the records by ClusterID, then calculate the total number of pairs in each cluster. 

RecID Name ClusterID  

A005 William DR4 3 equivalent 
pairs A012 Bill DR4 

A020 Bill DR4 

A002 Mary KF6 10 equivalent 
pairs A007 Mary KF6 

A010 Marie KF6 

A014 Mary KF6 

A017 Mary KF6 

A018 Marie MF2 1 equivalent 
pair A022 Marie MF2 

A009 Harry NJ8 1 equivalent 
pair A013 Harold NJ8 

A003 Bill TK8 6 equivalent 
pairs A006 William TK8 

A019 William TK8 

A023 William TK8 

A008 James WD5 10 equivalent 
pairs A011 James WD5 

A015 Jim WD5 

A021 James WD5 

A024 James WD5 

A001 James ZY1 6 equivalent 
pairs A004 Jim ZY1 

A016 James ZY1 

A025 James ZY1 

Total Equivalent Pairs 37 EQ pairs 

Table 2: All References Sorted by Cluster ID 
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If the Cluster IDs were produced by running OYSTER, an alternative approach is to use the cluster profile 

given in the log file. For example 

################### 
## Cluster Stats ## 
################### 
Cluster Size Distribution 
Cluster Size     # of Clusters        # of Records 

1 0 0 

2 2 4 

3 1 3 

4 2 8 

5 2 10 

Total Records 25 

Table 3: Cluster Statistics from OYSTER 
 
The cluster size dictates how many equivalent pairs are in each cluster. Multiply this by the number of 
clusters of that size, then total the results. 
Cluster Size Pairs/Cluster Nbr of Clusters Pairs/Cluster Size 

1 0 0 0 

2 1 2 2 

3 3 1 3 

4 6 2 12 

5 10 2 20 

Total Pairs 37 

Table 4: Cluster Statistics Modified for Equivalent Pair Calculation 

In either case total equivalent pairs = 37 pairs 

Total pairs possible for 25 records is 25 x 24/2 = 300 pairs 

Total non-equivalent pairs = 300 – 37 = 263 non-equivalent pairs 
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Step 2: Calculate the number of equivalent pairs that Agree on Name Value 

To do this, sort the records first by Name and secondary by Cluster ID and count the pairs in each group 

where names agree and are in the same cluster as shown here 

RecID Name ClusterID Eq pairs 

A012 Bill DR4 
1 pair 

A020 Bill DR4 

A003 Bill TK8 0 pairs 

A013 Harold NJ8 0 pairs 

A009 Harry NJ8 0 pairs 

A008 James WD5 

6 pairs 
A011 James WD5 

A021 James WD5 

A024 James WD5 

A001 James ZY1 

3 pairs A016 James ZY1 

A025 James ZY1 

A015 Jim WD5 0 pairs 

A004 Jim ZY1 0 pairs 

A010 Marie KF6 0 pairs 

A018 Marie MF2 
1 pair 

A022 Marie MF2 

A002 Mary KF6 

6 pairs 
A007 Mary KF6 

A014 Mary KF6 

A017 Mary KF6 

A005 William DR4 0 pairs 

A006 William TK8 

3 pairs A019 William TK8 

A023 William TK8 

Total Pairs 20 pairs 

Table 5: Calculation of EQ Pairs Agreeing on Name  
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Next add the number of equivalent pairs for the same name. 

RecID Name ClusterID Eq pairs Eq pairs agree  
by name 

A012 Bill DR4 
1 pair 

1 pair, Bill A020 Bill DR4 

A003 Bill TK8 0 pairs 

A013 Harold NJ8 0 pairs 0 pairs, Harrold 

A009 Harry NJ8 0 pairs 0 pairs, Harry 

A008 James WD5 

6 pairs 

9 pairs, James 

A011 James WD5 

A021 James WD5 

A024 James WD5 

A001 James ZY1 

3 pairs A016 James ZY1 

A025 James ZY1 

A015 Jim WD5 0 pairs 
0 pairs, Jim 

A004 Jim ZY1 0 pairs 

A010 Marie KF6 0 pairs 

1 pair, Marie A018 Marie MF2 
1 pair 

A022 Marie MF2 

A002 Mary KF6 

6 pairs 6 pairs, Mary 
A007 Mary KF6 

A014 Mary KF6 

A017 Mary KF6 

A005 William DR4 0 pairs 

3 pairs, William 
A006 William TK8 

3 pairs A019 William TK8 

A023 William TK8 

Total Pairs 20 pairs 20 pairs 

Table 6: Total EQ Pairs for by Each Value of Name 



User Guide for Scoring Rule in OYSTER  Version 2.0 
John R. Talburt  October 15 2018 

Frequency-based Weight Calculations  Page 25 of 27 

Next, calculate number of non-equivalent pairs agreeing for each name 

RecID Name ClusterID EQ pairs EQ pairs agree  
by name 

Total name 
pairs 

Total non-EQ 
pairs 

aA012 Bill DR4 
1 pair 1 EQ pair agrees 

on Bill 

3 pairs 
agree on 
Bill 

2 NEQ pairs 
agree Bill 

A020 Bill DR4 

A003 Bill TK8 0 pairs 

A013 Harold NJ8 0 pairs 0 pairs, Harrold 0 pairs 0 pairs 

A009 Harry NJ8 0 pairs 0 pairs, Harry 0 pairs 0 pairs 

A008 James WD5 

6 pairs 

9 EQ pairs agree 
on James 

21 pairs 
agree on 
James 

12 NEQ pairs 
agree on 
James 

A011 James WD5 

A021 James WD5 

A024 James WD5 

A001 James ZY1 

3 pairs A016 James ZY1 

A025 James ZY1 

A015 Jim WD5 0 pairs 0 EQ pairs agree 
on Jim 

1 pair 
agrees Jim 

1 NEQ pair 
agrees on Jim A004 Jim ZY1 0 pairs 

A010 Marie KF6 0 pairs 
1 EQ pair agrees 
on Marie 

3 pairs 
agree on 
Marie 

2 NEQ pairs 
agree on 
Marie 

A018 Marie MF2 
1 pair 

A022 Marie MF2 

A002 Mary KF6 

6 pairs 
6 EQ pairs agree 
on Mary 

6 pairs 
agree on 
Mary 

0 NEQ pairs 
agree on Mary 

A007 Mary KF6 

A014 Mary KF6 

A017 Mary KF6 

A005 William DR4 0 pairs 

3 EQ pairs agree 
on William 

6 pairs 
agree on 
William 

3 NEQ pairs 
agree on 
William 

A006 William TK8 

3 pairs A019 William TK8 

A023 William TK8 

Total Pairs 20 pairs 20 pairs 40 pairs 20 pairs 

Table 7: Total EQ and Non-EQ Pairs for Each Name 
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Step 3: Calculate the Conditional Probabilities and Weights 

At the Attribute Level 

Total Possible Pairs = 300 
 
Total Number of Equivalent Pairs (from Table 2) = 37 pairs 
Total Number of Equivalent Pairs agreeing on Name (from Table 5) = 20 
Probability of Agreement on Name for Equivalent Pairs = 20/37 = 0.54054 
 
Total Number of Non-Equivalent Pairs = 300 – 37 = 263 
Total Number of Non-Equivalent Pairs agreeing on Name (from Table 7) = 20 
Probability of Agreement on Name for Non-Equivalent Pairs = 20/263 = 0.07604 
 
Ratio of Probabilities = 0.54054/0.07604 = 7.10862 
Agreement Weight from Name = log2(7.10862) = 2.82947 
 
Disagreement Ratio = (1 – 0.54054)/(1 – 0.07604) = 0.49728 
Disagreement Weight for Name = log2(0.49728) = -1.00788 
 
At the Name Level from Table 7 

Name: “Bill” 
Total Number of Equivalent Pairs agreeing on “Bill” (from Table 7) = 1 
Total Number of Equivalent Pairs = 37 
Probability of Agreement on “Bill” for Equivalent Pairs = 1/37 = 0.027027 
 
Total Number of Non-Equivalent Pairs agreeing on “Bill” (from Table 7) = 2 
Total Number of Non-Equivalent Pairs = 263 
Probability of Agreement on “Bill” for Non-Equivalent Pairs = 2/263 = 0.007605 
 
Ratio of Probabilities = 0.027027/0.007605 = 3.554054 
Agreement Weight for Name “Bill” = log2(3.554054) = 1.829466 
 
Disagreement Ratio = (1 – 0.027027)/(1 – 0.007605) = 0.980429 
Disagreement Weight for Name = log2(0.49728) = -0.02852 
 
Note: There is a research question here. At the attribute level, it makes sense to talk about 
“disagreement”, however it is not so clear at the value level. For example, what does it mean to 
“disagree on Bill”. The value Bill disagrees with is also a name. Suppose to compare “Bill” to “John”, are 
you disagreeing on “Bill” or disagreeing on “John”. For this reason, we don’t usually computer a 
disagreement weight for each value, just the agreement weight. However, it is not clear if this is best 
strategy. I don’t know of any research about what should be used as the “best” weight when 
disagreements occur when scoring at the value level. 
 
I will not show all of the value level weight calculations. They all follow the same pattern as shown for 
“Bill”. However, there is a special case that can occur that needs to be handled.  
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It is possible the denominator of the ratio will be zero making it impossible to compute the ratio (can’t 
divide by zero). However, according to the Fellegi-Sunter theorem and methodology, you substitute a 
very small value for the zero. This occurs in this example for the name “Mary” 
 
Name: “Mary” 
Total Number of Equivalent Pairs agreeing on “Mary” (from Table 7) = 6 
Total Number of Equivalent Pairs = 37 
Probability of Agreement on “Mary” for Equivalent Pairs = 6/37 = 0.162162 
 
Total Number of Non-Equivalent Pairs agreeing on “Mary” (from Table 7) = 0 
Total Number of Non-Equivalent Pairs = 263 
Probability of Agreement on “Mary” for Non-Equivalent Pairs = 0/263 = 0.00 
 
Ratio of Probabilities = 0.162162/0.000001) = 162162.20 
Note: Using 0.000001 instead of zero 
Agreement Weight for Name “Mary” = log2(162162.20) = 17.30708 
 
Disagreement Weight for Name “Mary” = -0.25526 


